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» Introduction
st Who AmI?

e My name is Simone Onofri, I am a Senior
Principal Security Specialist, leading
Security at W3C.

e [am the Staff Contact for Security IG,
WebAppSec WG, WebAuthn WG, FedID
WG, and Chair of Threat Modeling CG.

e [ am the editor of the Identity Report, the
Security & Privacy questionnaire, and
several Threat Models (Web, Decentralized
Identities, Al in the Browser, Web Al
Agents, Human-Web).

e [ have also written a book entitled
“Attacking and Exploiting Modern Web
Applications”.



https://github.com/w3c/threat-model-web
https://github.com/w3c-cg/threat-modeling/blob/main/models/decentralized-identities.md
https://github.com/w3c-cg/threat-modeling/blob/main/models/decentralized-identities.md
https://github.com/w3c-cg/threat-modeling/blob/main/models/ai-in-browser.md
https://github.com/w3c-cg/threat-modeling/blob/main/models/agentic-ai-web-browsers.md
https://github.com/w3c-cg/threat-modeling/blob/main/models/agentic-ai-web-browsers.md

~ Introduction .
st What is threat modeling?

Threat modeling is the
process of defining a system
model (the scope), identifying
threats and resulting attacks,
addressing them through
responses, and continuous
revalidation.

web Browsers Killchain




re Introduction
st How to threat model?

There are different processes that can be used to
threat model, today we're going to use the Threat
modeling process proposed by Shostack (2014):

e What are we working on?
(defining the system model)
e What can go wrong?
(finding attacks and threats)
e What are we going to do about it?
(finding reponses and mitigations)
e Didwe do agood job?
(document and iterate)



https://shostack.org/books/threat-modeling-book
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» What are we working on?
st What are Agents?

An agent refers to "Someone who takes action or
exercises power; something that produces or can
produce an effect; a means or tool for guiding
intelligent intelligence to achieve results; one who is
authorized to act for or in the place of another; a
computer application designed to automate
certain tasks” (Merriam-Webster, n.d.).

This definition has important implications. In
particular, the agent is authorized to act on
behalf of someone, such as the user, who controls
it (with all the associated Human-Identity /
Non-Human-Identity issues) to automate certain
tasks.




» What are we working on?
st What are Web Agents?

www.barcelona.cat 5 searchonbarcelonacat.. R (3 Englishv
Agents are not new; thinking about the web, "a Festival CALENDAR
web user agent is any software entity that interacts b B R T e e R e

Meanwhile, in 2026 there are 14 public holidays, including 25 May and 24 September, which are local holidays.

with websites [...], on behalf of its user" (Yasskin &

Capadisli, 2025). AAAAAAAAAAAAAAALAL

2025 2026
. . 1January New Year’s Day (S) 1January New Year’s Day (S)
For example, to add Iocal h0||days In the W3C HR 6 January Epiphany / Three Kings’ Day (S) 6 January Epiphany / Three Kings’ Day (S)
Management System, a user can use their web it s

browser (user agent) to: Navigate the Catalan

government website and view the public

holidays in Barcelona; take notes about the dates; s
then go to the W3C website, log in with their “v — e
credentials, and enter the public holidays into T
the system.




~e What are we working on? L
v S c ri pt e d We b Ag e n s 24 September Mare de Déu de la Mercé (L) 24 September Mare de Déu de la Mercé (L)

1November All Saints' Day (S) 12 October National Day of Spain (S)

6 December Spanish Constitution Day (S) 8 December Feast of the Immaculate Conceptic|
8 December Feast of the Immaculate Conception (S) 25 December Christmas (S)

25 December Christmas (S) 26 December Boxing Day (C)

26 December Boxing Day (C)

However, to optimize time, the user can automate
the process, for example, by writing a Python
script that: navigates the Catalan government
website; downloads and parses the holiday data
(luckily, there is also an .ical file, as per RFC 2445);
provides the W3C credentials to the script at 5 | sty iursand
runtime, so that the script can log into the W3C 2 | besection-entmi)

import csv
from playwright.sync_api import sync_playwright

def login_w3(p, username, password):
browser = p.chromium.launch(headless=False) # Set headless=Fa
page = browser.new_page()
page.goto('https://auth.w3.0rg/login')
print("Visiting Login page.") ‘

CeNOUAWN R @

page. fill('#username', username)

. . . 13 page.wait_for_url('https://auth.w3.0rg/loggedin') # Adjué """"""
website and enter the holidays in the correct place. | ey P d

17 def navigate_and_submit_form(page, userid, form_type, start_

It is possible to use Playwright, which allows to ——
control a browser from Python, to avoid hassles
with WAFs and provide a simplified login R e e
experience, or to utilize other libraries or e e
external tools, such as curl.




What are we Working70n?
What are AI Agents:

War

There may be scripts that also include LLMs, obtaining an Al
Agent. Often, the case is where an LLM is used as the primary
interface between the user and the task they want to accomplish or
to interpret the output of the script. This also simplifies the need to
write a specific agent if an agent can navigate the web
autonomously.

It is possible to interact in different ways (Lanham, 2025): Direct:
We chat with an LLM that responds only with text based on how it
was trained; Agent Proxy: for example, we chat with a text-based
LLM to ask for an image, the LLM creates a prompt and calls a
specific Al to generate the image; Agent: We chat with an LLM that
has a list of plugins and APIs to ask for what we want (e.g., updated
weather information), and it returns the information in text form;
Autonomous Agent: the LLM interprets the task, makes a plan,
identifies decision points, and proceeds step by step.

No agent or assistant
direct connection to LLM

*_

Agent/assistant proxy for
image generator

B 2

Agent/assistant acting on
behalf of user

*:

Autonomous agent making
decisions on behalf of user

*_

Please explain the

Show an illustration

What is the temperature

Filter my emails by
importance and notify

definition of agent. of an agent. | in Calgary today? me of the top 5 most
important emails.
Large language model Large language model Large language model Large language model
(ChatGPT) (ChatGPT) (ChatGPT) (ChatGPT)
"An image of a female LLM identifies an external LLM identifies an external

LLM: The definition secret agent of Hispanic function API to call and function API to call and

of agent is... descent in a nighttime parameters to connect parameters to connect
urban setting. . . to a weather service. to an email service.

G

Image generation model
(DALL-E 3)

Asks user if it's okay
to execute the function
on their behalf.

T
User confirms
execution okay.

Executes the function
and returns weather
information.

-

l

Decision step

LLM reads
and sorts emails by
what it deems to be
important.

LLM reformulates
weather information and
responds to the user.

Notifies the user of
important emails.



https://www.manning.com/books/ai-agents-in-action

» What are we working on?
st AI Agent Example

It is also possible to have multi-agent
interactions, a combination of the previous types,
where several specialized agents interact
autonomously. (Lanham, 2025).

I can ask an Agentic Al to “insert in my W3C calendar
the public holidays in Barcelona” and automatically
the AL will open a browser window, listing holidays,
parsing them, and finally asking to use my
credentials inside its browser (browser within
browser) to login in my W3C Calendar...

Insert in my W3C calendar the public holidays in Barcelona

* B Apr—Easter Monday sjuntament.barcelona.cat
* 1May-Labour Day ajuntament barcelona cat
o 25Mav—Whit/Pentecast Manday

W3C

Standards v Groups v Get involve



https://www.manning.com/books/ai-agents-in-action

W3 » What are we working on?
o/

A note on statistics and reliability

Essentially, an AI agent is very similar to a non-Al
agent, the primary difference being that it
incorporates a model (LLM or an Al element) among
its components. This component utilizes statistics and,
as such, even if it receives the same input, it is not
always presenting the same results (Atil et al., 2024).

Having this in mind, in terms of security, it is important
to be careful of all with the inputs, for example both
user prompts, what the agent ‘reads’ (e.g., a web
page), and input from other agents. Also, other
aspects specific of using models; and then how the
model is integrated with infrastructure elements,
data, and therefore the application part (Meucci &
Morana, 2025).

LLMs cannot always distinguish between
legitimate and malicious input, and may

behave differently even when given the
same input, just like a human being.




Wsm What are we working on?
~ Be aware of “I" in “AI"”

Are Als Intelligent? Several authors have reasoned with this
question, and it is difficult to give a clear-cut “Yes"” or “No”
answer, but everyone agrees - and even the most powerful LLM
questioned about it confirm - that on some tasks Als excel, but
wanting to use the term “Intelligence” referring to Al is different
from the term “Intelligence” we use for people (Baker, 2019;

| 99 |
Gigerenzer, 2022; Hoffmann, 2022). ~\$\\ S ,///‘\‘

=

LLMs are far behind us humans, which means they do not HER B8
understand the concepts covered well. They are good at
remembering simple things, but struggle to understand more
complex things (Yu et al., 2025). This is not to say that they are
not useful or that they are not a fantastic business opportunity,
but simply that we need to be careful when we use them, not
only because they may not always tell us reliable things, but
also not to trust them.



W3 - What are we working on? [ o]
o/

An Agent Model T
: A\
c i [ Application ]4—
) 1 A
An Agentic AI Web Browser, taken individually, based on the 3 __E_,[ Browser,Sea,c;'+open,Age,,ts ] i
SAIF model, has several components: Application, Model, T L
Infrastructure, and Data. When doing Threat Modeling, it _ !
is particularly important to note the connection points from g

external sources. Let's start by focusing on: user input,
which interacts with the application, other agent/plugin
that can provides input and output, as well as external
sources (such as the web, which an agent can browse).

Model Storage Serving
Infrastructure Infrastructure
Training & Model
Tuning Code
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1 Data Storage
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—> Evaluation —»

Infrastructure

Current agents use two main methods to visit the web after
the input from the user: Search: uses a search engine via
API, takes the results, and summarizes theml; Agent: uses a
browser environment so that it can see the DOM, not just
the HTML, and uses navigation paths (iterating on plan, act,
observe, re-plan).

Training Data

1

Data Filtering
and processing

Data

[ Data Sources ]
/)

Y
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» What can go wrong?
W3C Finding threats ngth a serious game!

“Serious play is ‘play with an explicit purpose.’ That
purpose is to address a real issue for the participants
around the table by getting them to lean forward,
unlock knowledge, and break habitual thinking”
(Kristiansen & Rasmussen, 2014)

L\ N



https://www.wiley.com/en-es/Building+a+Better+Business+Using+the+Lego+Serious+Play+Method-p-9781118832455

. What can go wrong?
W' we are goglng to u%e Elevation of ML

The game helps us to identify potential security threats
based on the 4 threat categories Output, Input, Model,
Dataset.

Black box discrimination Promptnjection Training set reveal

e o s e e o e e L4 Fearn st

Data poisoning osction Ammotation

D 3



W3 What can go wron

?
Finding threats...%basic rules)

e Pick your card
e Assess if the threat forms a
relevant risk in the system (look at
all diagram, get inspired by the
description)
e Found a threat? +1
e Other participants can join!
Bonus: Think about the mitigation...
what are we going to do about it?

Dataset risk K

Data poisoning
[data:1:poisoning]

An attacker intentionally manipulates data to
disrupt, introduce bias, control or otherwise
influence ML training. On the internet, lots of
data are already poisoned “by default”.

0100
o g Kalega



o \é\ll_\hgt can go wrong?

We are brainstorming and
need creativity.. there are
no right or wrong answers



» What can go wrong?
%\/ Exa m p I e III System Prompt
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r~e What can go wrong? . . .
st Obtaining system prompt... just asking for it

I

---BEGIN SYSTEM PROMPT---
You are ChatGPT, a large langua
Knowledge cutoff: 2024-06
Current date: 2025-09-05

Image input capabilities: Enable

Personality: v2

Do not reproduce song lyrics or

<verbatim system p
---END SYSTEM PR

SYSTEM_PROMPT_UNAVAILABLE

and it ends with the last tool definition:

pgsql

## web
// Use
// Comn

There isn't

Do you wa
recordin
system prg

@ 6 P

python

/| Jupyter-like environment. For plotting: no seaborn, no subplots, no colors unless asked.

web

/| Use for up-to-date information or when location-specific context is required.
/| Commands: search(), open_url(url: str)

---END SYSTEM PROMPT---

G0 Pro

downloadble txt file?

Here you go — I've saved the full system prompt into a downloadable text file:

[ Download system_prompt.txt <>




~ What are we working on?
~ FAQ

“All models are wrong,
but some are useful”

AR
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W3”® What are we going to do?

~ Threat model all the things

The example given is a simple application of how threat
modeling can be done collaboratively through
brainstorming.

In addition to STRIDE and Elevation of Machine Learning,
it is possible to conceptualize the four basic questions in
more structured approaches.

PASTA (Process for Attack Simulation and Threat Analysis) is
easy to apply, while for multi-agent Al, another useful
framework is MAESTRO, which brings together various
elements from other frameworks and already has many
aspects “pre-configured” for AI and examples for A2A and
MCP.

Be careful, though: threat modeling is understood by doing it,
not just by importing ready-made models or doing vibe-threat
modeling without validating the results.

|
2‘ »{__Dr. Dobbs Jolt Award Finalist Adam

threat
modeling

designing ror security

RISK CENTRIC
THREAT MODELING

Process for Attack Simulation and Threat Analysis

@ownsr ‘ GenAl Ry

‘Tony UcedaVélez « Marco M. Morana

WILEY

Multi-Agentic system
Threat Modelling Guide

OWASP GenAl Security Project - Agentic Security
Initiative

nnnnnnnnn


https://kenhuangus.substack.com/p/threat-modeling-googles-a2a-protocol
https://medium.com/@wael-saideni/%EF%B8%8F-understanding-mcp-security-threats-and-mitigations-a-layered-approach-078e8e6b54f5

. Did we do a good job?
W3C Help us do aggoo job!

If you like Threat Model, you can:

e Join Threat Modeling Community Group (TMCG)
and collaborate on the Agentic AI Web Browser
Threat Model and Al in the browser Threat Model.

e Join Security Interest Group (SING) and collaborate to
the Threat Modeling Guide for standards developers,
and the Threat Model for the Web.

We'll also have a Threat Modeling On-line session for Digital
Credentials by the end of the month.



https://www.w3.org/groups/cg/tmcg/
https://github.com/w3c-cg/threat-modeling/blob/main/models/agentic-ai-web-browsers.md
https://github.com/w3c-cg/threat-modeling/blob/main/models/agentic-ai-web-browsers.md
https://github.com/w3c-cg/threat-modeling/blob/main/models/ai-in-browser.md
https://www.w3.org/groups/ig/security/
https://github.com/w3c/threat-model-web
https://www.w3.org/groups/cg/tmcg/calendar/
https://www.w3.org/groups/cg/tmcg/calendar/

. Did we do a good job?
C FAQ 008

“Attackers simply ignore
your threat model”




Thank youl!
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o/
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